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Abstract. We present a reconstruction pipeline for a large-scale 3D
environment viewed by a single moving RGB-D camera. Our approach
combines advantages of fast and direct, regularization-free depth fusion
and accurate, but costly variational schemes. The scene’s depth geometry is extracted from each camera view and efficiently integrated into a
large, dense grid as a truncated signed distance function, which is organized in an octree. To account for noisy real-world input data, variational
range image integration is performed in local regions of the volume directly on this octree structure. We focus on algorithms which are easily
parallelizable on GPUs, allowing the pipeline to be used in real-time
scenarios where the user can interactively view the reconstruction and
adapt camera motion as required.
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Introduction

One of the fundamental problems of computer vision is the 3D reconstruction
of geometry data recorded by a single moving RGB-D camera. Well known as
Simultaneous Localization And Mapping (SLAM), this task denotes the problem
of simultaneously determining the current view’s camera pose and updating the
scene geometry from the same view. It has gained a lot of recent interest, particularly with the availability of real-time consumer depth cameras and drones
streaming video. Achieving real-time performance on large datasets without sacrifycing quality is one of the currently active research goals. It is especially challenging to accomplish both simultaneously if the input data is noisy, and spatial
regularization on the reconstruction is needed.
Within this field, volumetric approaches have proven themselves to be very
effective at integrating and regularizing the data from many range images [7,20].
However, they suffer from huge memory requirements and associated run-times,
and are thus typically limited to relatively small resolutions. In contrast, simple
merging schemes on octrees based on averaging distance functions are fast [22,4],
but skip explicit regularization and thus require many well calibrated overlapping
depth maps with a small amount of noise.
In this paper, we integrate variational models into an octree data structure
to jointly enjoy the advantages of variational modeling while retaining the high
resolution of octrees. We present a pipeline which builds up a dynamic octree
from a stream of RGB-D images with the corresponding estimated camera poses,
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incorporates new views, regularizes the reconstruction directly on the octree using variational methods, and visualizes the data using state-of-the-art rendering
techniques.

2

Related Work

Over the last decades, a lot of 3D range image integration algorithms have been
proposed. In this section, we give a rough overview of the relevant systems that
focus on online reconstruction with active sensors, i.e. the incremental fusion of
new views with already computed data. The main task of range image integration is to combine multiple RGB-D images from different views into a global 3D
model. Usually, multiple steps are taken independently. First the cameras are
registered in relation to each other, i.e. the sequential depth maps are aligned,
and afterwards the object is reconstructed. As we assume alignment to be computed by other means in this paper, we focus on the object reconstruction part.
Methods can roughly be classified by the type of surface representation.
Working with parametric or mesh based models that assume local surface topology is efficient in terms of memory usage but potentially difficult to regularize,
prone to outliers, and it requires complex adjustments if topology changes [5,24].
On the other end of the spectrum, point or surfel-based methods skip connection
and topology reconstruction entirely [19], using point-based rendering techniques
to display the illusion of a solid object [9].
Quite popular are approaches utilizing a volumetric data structure, which, for
example, sample a truncated signed distance function (TSDF) for a surface on
a voxel grid. In the basic framework, the TSDF is simply averaged between the
individual TSDFs of the views [6]. This straight-forward averaging scheme can
be improved by applying variational regularization techniques that minimize
over the reconstructed surfaces [26,7,20]. However, a substantial drawback of
volumetric reconstruction are the large memory requirement for storing a dense
volume and the associated runtime for operations on it. Thus, a lot of effort has
been put into optimizing volumetric fusion.
One possibility are moving volumes, which focus solely on the currently visible part and ignore already reconstructed parts, e.g. by storing them offline as
meshes [18,25]. One can also limit storage of the volume to the area around
the surface. This can e.g. be performed using hash functions [8] or hierarchical
structures like octrees [10,22]. In [8], the authors thus achieve frame rates up
to 1000 per second on state-of-the-art hardware using a hashing function that
only stores data in regions where surfaces are present. However, they can not
regularize the surface at all. In contrast, [10] proposes an octree-based approach
for efficient variational range data fusion. In their paper, the authors formulate
an energy which is similar to the energy we employ in our approach and based
on ideas in [26,7]. To make it differentiable this energy is smoothed and a PDE
on the octree is solved while the shape of the octree is updated in each step.
This allows for regularization of the surfaces, but it needs around 100 iterations
to converge and a lot of expensive updates of the octree. In contrast, our ap-
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Fig. 1. Example of a 2D octree (quadtree) structure and space divided accordingly.

proach for local variational fusion works on a fixed octree without the need of
approximation of the problem, and it converges within about five iterations. In
addition, our approach works on the GPU and only requires around one second
to regularize a partial volume within the octree, while theirs needs around 3-4
minutes.
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System overview

In this section, we present an overview of our system for octree-based 3D reconstruction with incremental variational updates. Individual design decisions
in our implementation were made carefully to put as few limits as possible upon
size and resolution of the reconstruction area as well as the amount of input
range image data. Furthermore, we want all steps to be fully parallelizable on
the GPU.
Geometry representation. For this, we represent the scene geometry to
be reconstructed by a signed distance function (SDF) u : R3 → (−∞, ∞), which
measures for any x ∈ R3 the signed distance of that point to the nearest geometry
surface. A negative value means the point lies inside the scene geometry and a
positive value indicates the point lies outside of the geometry. In particular, the
surface is represented implicitly by the zero-level isosurface of the SDF.
To be able to store large volumes at high resolution, the SDF is densely sampled and represented in an octree structure. An octree is a spatial representation
of an axis-aligned cuboid. The root node spans this space completely. A nonleaf node has exactly eight children, each one representing exactly one octant of
their parent’s space (see figure 1). In section 4, we give a detailed overview of
our specific implementation.
Input data and representation. To reconstruct the scene’s surface, we
require an RGB-D image stream with the camera’s pose for each image. Sophisticated tracking algorithms which can provide camera pose from RGB or RGB-D
videos in real-time using only the CPU do already exist [21,11]. By combining
one of these with an RGB-D video stream from a camera like, for example, Microsoft Kinect or a depth-less RGB video stream from a flying drone, we are
able to reconstruct and visualize the captured scene in real-time with consumeraffordable hardware. We can handle noise and errors in the depth images due to
our global optimization performed by the variational updates. For experiments
in this paper, we make use of the RGB-D SLAM Dataset and Benchmark [23].
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To facilitate a large amount of input data, we need to implement a method
to integrate the large amount of information into simple data structures for each
individual voxel. Our method is based on the data term of the variational range
image integration framework [7], which adapts [27] to make it scale better with
the number of input images. To integrate all images measured so far into the
octree, we remark that a depth measurement in an individual pixel is equivalent
to observing a truncated signed distance function (TSDF) [6] which measures the
distance to the surface on all voxels along the pixel’s viewing ray. Thus, we can
associate each node of the octree with a discretized histogram h(x, i) over a set
of truncated signed distance values di spaced evenly within the interval [−1, 1].
The histogram counts the number of measurements of an individual distance. In
effect, the amount of required memory scales with the number of nodes in the
octree, and is otherwise independent of the number of input range maps - once
a range map is integrated, we can discard it. The final implicit surface function
is obtained as the result of a variational model with a data term defined using
the histograms and a surface area regularizer, see section 5.
Reconstruction pipeline. Our pipeline consists of five basic steps. The first
is the estimation of the current view’s camera pose and depth map, as described
above. In the second step, the generated depth values are propagated into an unbounded octree structure. This octree is optimized in the third step by iterating
over every node which changed in the last step. Essentially, if its children share
the same information, they are removed and their data is transferred to their
parent node. The implementation of the octree and these two update steps are
described in detail in the following section 4. After the integration of a specific
amount of data, a local variational optimization is performed on the changed region of the octree by minimizing a convex energy function. This step integrates
all measurements into a coherent smooth surface and is described in section 5.
We designed the system from the ground up with efficient visualization in mind
even if the scene becomes very large. Thus, the fifth and final part of the system generates a visualization of the octree by extracting the zero-level isosurface
from the locally optimized data, see section 6.

4

Octree design and implementation

In this section, we describe our octree implementation. The data structure and
all important required operations can be completely implemented on the GPU
to allow efficient updating using variational models while avoiding unnecessary
memory transfers.
Each node of our octree implementation consists of the following data, see
figure 3. The first attribute is the node’s level l, which is represented by a signed
integer value. Thus, the length L of a node’s edge can be computed by L = 2l .
We also define l0 as the minimum level that can occur. This can be adjusted
and has a great impact on the runtime performance as well as the required
memory space. The minimum world coordinates of the node’s bounding box
represented by three floats are the second attribute. The histogram of measured
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Fig. 2. Left: the depth value for each pixel is propagated to all voxels which are hit
by its corresponding half ray. Gray voxels are not changed, yellow ones are created
as empty voxels, blue ones are created and updated immediately, and green ones are
just updated. Right: LOD-system used in visualization. The blue triangle depicts the
virtual camera’s frustum. Each of the blocks has the same volume resolution, while
their spatial sizes differ.

signed distance function values per node is discretized as n unsigned integer
values, where n can be adjusted to either increase reconstruction quality or save
memory. The last value of f calculated by the local optimization algorithm is
saved as a floating point number. To allow easy navigation in both directions of
the octree, each node has pointers to its parent and eight children saved in the
final attribute. A summary of all attributes can be seen in figure 3.

OctreeNode
level : int
minWorldCoords : float3
pHistogram : short[n]
value : float
pParent : HistogramOctreeNode*
ppChildren : HistogramOctreeNode*[8]
Fig. 3. Data stored for each of the nodes of the octree.

Local range image integration. A new depth image is integrated into the
current octree by executing a ray marching algorithm for each pixel. First, the
half ray that originates in the focal position and passes through the center of
the pixel is determined. Next, we iterate over all virtual nodes of level l0 which
are intersected by this half ray and create them if they do not exist yet. Finally,
for each voxel, the signed distance function is evaluated and the value of the
corresponding histogram bin is incremented (see figure 2, left). After a leaf node
becomes an inner node, the histogram bins are equally distributed across its eight
children. When creating a new voxel, it may happen that it is not contained in
the octree. In such case, the octree must be extended by creating a new root
node. The previous root node will then become an inner node of the new octree.
This procedure must be repeated until the octree contains the initially created
node.
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Octree optimization and variational update. In our implementation
each node has either eight or zero children. After an adjustable amount of newly
integrated depth images, the octree structure is optimized. This happens by
iterating over each node. If a node’s children consist only of leaves and if their
normalized histograms are the same, they can be deleted, and the histogram
values are summed up into the parent node’s histogram.
After readjusting the octree structure, we also trigger a variational update of
the region which has undergone changes since the last update pass. This allows
us to incrementally update the signed distance function using a sophisticated
variational model, without actually requiring a full optimization over the complete volume, which might be very large. We describe this optimization step in
the next section.

5

Incremental variational updates

To locally build a new TSDF from updates observations, we rely on the general framework in [7] - indeed, the histogram representation of the input data
already paved the way for its application. However, their method needs to be
implemented efficiently on the octree data structure, which we explain in this
section.
General variational model. The energy is based on the observation that
for each histogram bin i with corresponding distance di to the surface, the
value h(x, i) gives the likelihood for u to have the value di . Thus, we penalize the L1 -deviation of u from di at locations x ∈ R3 where h(i, x) is large. The
SDF is regularized with total variation, which favors level sets having smaller
area [3]. Thus, we minimize the energy
)
Z (
N
X
E(u) =
λ|∇u(x)| +
h(x, i)|u(x) − di | dx
(1)
Ω

i=1

in a local region of the octree, imposing boundary conditions such that it connects smoothly to the neighbouring regions. Note that the histograms need to
be normalized per voxel for the formulation to make sense.
The functional is convex, so for optimization, we would like to apply the firstorder primal dual algorithm [2]. This requires discretization of the differential
operators, in particular the gradient of u and divergence of the dual variables p,
on the octree data structure.
Dual variables and differential operators on octrees. We employ a
staggered grid discretization popular in computational fluid dynamics [15]. where
dual variables p live on the transitions between voxels instead of inside the
voxel regions. For now, this leads primarily to an easier adaption of primaldual methods to the irregular octree grid, but can also help with anosotropic
regularization in future work. The divergence is defined in accordance with the
Gaussian divergence theorem, from which it follows that the gradient needs to be
adjoint to the negative divergence operator, ∇ = −divT , under the assumption
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of Dirichlet boundary conditions p|∂Ω = 0 on the dual variables [1]. According
to the Gaussian divergence theorem, for a voxel V with surface ∂V and outward
pointing unit normal field n,
Z
I
div(p) dx =
p · n ds.
(2)
V

∂V

Assuming p is locally linearized, this discretizes to
|V |div(p) =

K
X

ai (pi · n),

i=1

where the right sum is over the forward neighbors of the voxel in questions, ai is
the area of the shared surface, n the normal, and pi value of the dual variable p
on the shared surface.
We represent the values of u on the voxels of the octree and the dual variables
p on the shared voxel surfaces as a linearised list of float values of length M
and N , respectively. Note that the number of connectors is usually much larger
than the number of nodes in the octree. Thus, computing the divergence comes
down to multiplying p with a sparse matrix of size M × N , while the gradient
can be computed using the negative transpose of this sparse matrix. For the
implementation of the operators, we use the nVidia CUDA Sparse Matrix library
(cuSPARSE) [14].
Final optimization algorithm. The primal-dual form of energy (1) reads
as
(
)
N Z
X
min max
λ(u, −div(p)) +
h(x, i)|u(x) − di | dx ,
(3)
u kpk2,∞ ≤1

i=1

Ω

with the dual variable p : Ω 7→ R3 and discrete differential operators defined
as in the previous section. It can be minimized with the algorithm [17], which
essentially consists of alternating gradient descent (and ascend) steps for the
primal and dual variables according to
un+1 = proxhist (un + T div(pn ))
pn+1 = projkpk∞ ≤λ (pn + Σ∇(2un+1 − un )),
where the prox operator for the dual variable is a simple reprojection on the
sphere of radius λ and T, Σ are pre-conditioning matrices chosen based on the
row and column norms of the gradient operator according to [17]. As the octree
is dynamic and we do not know about the neighbourhood system of voxels in
advance, they need to be computed individually for each octree volume.
The prox operator for the primal variable is defined as
(
proxhist (v(x)) := argmin
u∈R

)
N
ku − v(x)k2 X
+
h(x, i)|u − di | .
2τ
i=1

(4)
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It was shown by Li and Osher [12] that the global minimizer for the problem
above can be obtained by a simple median calculation. It is given by
proxhist (v) = median{d1 , . . . , dN , p0 , . . . , pN },

(5)

where the pi , i = 0, . . . , N can be computed as
pi = v + τ Wi

with

Wi = −

i
X

h(x, i) +

j=1

N
X

h(x, i).

j=i+1

As the values di are already sorted, computing the median comes down to a
simple insertion sort.

6

Visualization of the reconstruction

For a sophisticated visualization of the reconstructed geometry, we choose a raytracing approach. We compress the octree into a large chunk of memory. Each
entry represents a node, which now consists of a single floating-point value representing the result of the optimization, its minimum bounding box coordinates
and eight offsets into the chunk of memory for its children. This structure needs
much less space than the original octree and is well suited for GPU memory
access.
Experiments show that directly raytracing this octree representation is very
inefficient. Sampling the viewing rays tends to scatter read commands over the
whole chunk of memory, for which current graphics hardware is not equipped.
Instead, we create a temporary dense 3D texture, where for each texel the octree
must be traversed once. Afterwards, a simple ray marching algorithm can easily
display this texture.
The visualization system is integrated into a custom high-performance interactive graphics engine, inspired by [13] that supports state-of-the-art rendering
techniques building upon deferred rendering [16]. Integrated support for normal mapping and physically based lighting can be used directly to create an
appealing preview of the ongoing reconstruction.
For visualization, a virtual camera can be controlled freely during the reconstruction process. To facilitate this, each pixel’s viewing ray is sampled multiple
times with a step width of the volume’s texel size. If a negative value is encountered, the previous and current sample positions are interpolated linearly
with respect to the previous and current sampling value. This position and the
gradient at this location as a surface normal are then given to the graphics
engine.
To display a large section of the reconstruction volume, we use a level-ofdetail system. The aforementioned volume visualization algorithm is executed
multiple times per frame, each with a different section of the reconstruction
volume. Near the camera, the volume’s values are sampled from the octree’s
deepest level, while blocks further away use samples from a higher level (see
figure 2, right). This technique allows for interactive framerates of about 40 to
50Hz on a GTX 980 Ti.
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Fig. 4.
Reconstruction
results.
First
row:
fr3/teddy,
fr3/long office household, third row: fr/pioneer slam.
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second
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row:

Experiments

We implement depth image fusion and octree optimization in C++ on a single
CPU thread, as parallelization or even implementation on the GPU is not trivial,
although theoretically possible. Because every pixel can have a high influence on
the overall octree structure, care must be taken when creating or deleting nodes.
Thus, we defer a GPU implementation to future work for now. Variational fusion
and visualization are performed solely on the GPU.
For our experiments, we chose three datasets from the RGB-D SLAM Dataset
and Benchmark [23]. Those are accompanied by predetermined camera poses.
For comparison with the already mentioned dense-grid approach, we chose the
fr3/teddy scene. It is well suited because its spatial dimension of reconstruction is limited, such that the large memory footprint of the algorithm we compare
against is no problem. We constrained the reconstruction volume to a dense 2563
grid for the full-resolution algorithm.
In the second scene fr3/long office household, the camera moves in
a complete circle around two desk workspaces. We select this scene to show the
reconstruction of a scene with high geometric detail on our octree grid. However,
it is too big for the dense grid to be reconstructed with a reasonable amount of
memory, we do not provide a comparison for this scene.
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Dense Octree
fr3/teddy
288.0 401.4
fr3/long office household
- 953.8
fr2/pioneer slam
- 1347.5

Dense Octree
fr3/teddy
2563 20483
- 40963
fr3/long office household
- 40963
fr2/pioneer slam

Fig. 5. Memory requirements in MiB (left table) and resulting reconstruction volume
(right table) for each benchmark.

As the third scene, we choose fr/pioneer slam. It is recorded by a mobile robot and demonstrates a large-scale reconstruction. Just like the previous
benchmark, this scene is too large to fit into memory when reconstructed with
a dense grid.
We set the voxel size for all scenes to 7.8mm and use 60 frames for the
reconstruction. The grid resolution represented by our octree structure starts at
13 and can grow with no limits as the camera moves. We provide the resolution
reached after the final frame in figure 5, and online reconstruction results in
figure 4.
Our reconstruction pipeline can integrate one frame of size 640 × 480 roughly
every two seconds. This is enough to get an interactive high-quality reconstruction while the camera moves at normal speed. The optimization step is executed
every n = 10 frames or until the scene’s size exceeds a predefined limit. While
the optimization executes, which currently still takes roughly 40 seconds, no additional frames can be integrated. Most of the time is taken by neighbourhood
lookup to initialize the derivative operators, which we intend to also move to the
GPU in the future. During the whole integration and reconstruction process, an
interactive preview of the scene is available, which can be inspected freely by
controlling a virtual camera.

8

Conclusion

We have presented a system for regularized online 3D reconstruction using adaptive octree grids, which can scale to large resolutions and scenes. Our approach
combines the advantages of variational regularization methods with the memory
efficiency of octrees, and thus allows us to use variational methods on volumes
that are much larger than usual. The system is parallelizable and partially already implemented on the GPU, which allows for achieving efficient variational
depth image fusion directly on the octree structure. Part of the octree updates
are currently still performed on the CPU, we plan to lift the implementation to
the GPU in future work. The flexible nature of octrees allows us to grow the
reconstruction volume in arbitrary directions and respond to unforeseen camera
movements. As we performing variational regularization only in regions where
updates have occurred, our method does not suffer from problems with growing
amount of integrated views and increasing scene complexity.
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