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Abstract
We present a real-time pipeline for large-scale 3D scene
reconstruction from a single moving RGB-D camera together with interactive visualization. Our approach combines a time and space efficient data structure capable of
representing large scenes, a local variational update algorithm and a visualization system. The environment’s structure is reconstructed by integrating the depth image of each
camera view into a sparse volume representation using a
truncated signed distance function, which is organized via
a hash table. Noise from real-world data is efficiently eliminated by immediately performing local variational refinements on newly integrated data. The whole pipeline is able
to perform in real-time on consumer-available hardware
and allows for simultaneous inspection of the currently reconstructed scene.

1. Introduction
Simultaneous localization and mapping (SLAM) is one
of the fundamental problems of computer vision. The task
is to reconstruct a 3D scene’s geometry, which is recorded
by a single moving camera. To achieve this, the camera’s current location and rotation must be determined for
each view, while simultaneously updating the reconstructed
scene. With the abundant availability of consumer depthcameras like the Microsoft Kinect or Intel RealSense, which
are able to produce a continuous RGB-D image stream,
real-time capable reconstruction algorithms for large-scale
scenes become increasingly important. Another incentive
is the recent popularity of consumer flying drones like the
DJI Phantom, which creates demand for these algorithms
to be able to reconstruct large-scale 3D environments. As
real-world depth data is typically very noisy, it is often unavoidable to implement some kind of spatial regularization
techniques. Simultaneously achieving real-time capability
is part of the currently active research goals.
To account for noisy camera data, [8] introduce an on-

Figure 1. Our system is able to interactively reconstruct geometry
of large-scale 3D scenes and explore them during reconstruction.
In contrast to previous methods, we can regularize geometry represented in a hash volume using variational methods at interactive
frame rates, yielding better quality than updating each voxel individually.

line 3D reconstruction algorithm that performs regularization via convex optimization after fusing range images into
histograms of observations. They minimize a convex energy functional over the whole reconstruction volume. As
they implement optimization on the GPU, outliers can be
eliminated efficiently and in real-time. On the downside, as
they store a fixed volume densely without compression, the
reconstructed scene’s size is quite limited.
In [12], the authors overcome this disadvantage by managing the volume in an octree structure. Large, empty regions can then be compressed efficiently. The problem with
octree structures is their potentially high algorithmic complexity - small changes can lead to drastic reorganization of
the whole data structure. This gets even worse when implementing those procedures on the GPU because of its highly
parallel nature. Another problem is the logarithmic complexity of data access inside an octree. The access times can
easily accumulate, resulting in a noticeable performance degeneration.
In contrast, the authors of [17] introduced a hash table
approach to store large volume data. A constant data ac-

cess complexity and almost no reorganization make this approach very efficient.

1.1. Contributions
In this paper, we tackle the challenge to transfer the advantages of hash tables onto the GPU, and to model spatial
variational regularization on top of it. Our main contribution is to combine [8] and [17] into a large-scale 3D reconstruction pipeline that is able to perform noise eliminating
variational optimization in real-time. We represent the volume with the use of hash tables, and after every integrated
frame, a local variational regularization algorithm is applied
to the updated parts of the volume. At every step of our system, we take great care on how to formulate the methods
in a way that optimum performance is obtained on modern
GPUs. We compare our results to [12] who aim at similar
goals using octrees, and demonstrate substantial improvements with respect to run-time. In addition, quantitative
comparisons of the reconstruction quality to [17] show that
regularization is very important to achieve a good quality
reconstruction.

2. Related Work
There are many different algorithms to reconstruct 3D
geometry from multiple images. They can be roughly categorized by their surface representation. Algorithms that
reconstruct parametric or mesh based geometry are well
suited for real-time visualization, as current GPU hardware
is highly specialized for triangle processing. On the downside, these algorithms tend to become very complex when
the underlying topology changes [3, 23, 7]. Therefore,
spatial regularization is difficult to implement and, to our
knowledge, there exists no such algorithm that is able to
perform in real-time.
Other algorithms reconstruct parts of the surface in a
point based manner [19]. For these techniques, sophisticated spatial data structures like octrees or kd-trees are
needed to organize large amounts of points. These structures can potentially require a substantial amount of reorganization when small changes in data need to be incorporated. Although parallelization of the algorithms is not
trivial, they can be implemented on graphics hardware [25].
To overcome the difficulties of triangle meshes, many
works [5, 24, 10] store the value of a Signed Distance Function (SDF) f : R3 → R per voxel. The value determines the
signed distance to the scene’s surface for each world space
coordinate. Depending on the precision of the stored value,
the memory footprint can be adjusted with direct influence
on the reconstruction quality. Most of the current state-ofthe-art algorithms use this kind of representation.
Variations of this technique exist, though. For example, [8] use a dense volume representation where each voxel
consists of a histogram of observed SDF values to account
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Figure 2. Basic pipeline and key steps of our system. The backprojection step comprises integrating the current view from the
RGB+D video stream into the hash volume, which is then regularized. These two reconstruction steps are only performed if a
new frame is present, while the visualization runs continuously to
allow user interaction.

for noisy real-world data. A convex optimization method
based on total variation regularization generates a final SDF
value per voxel from all histograms. However, this algorithm is not suited for large-scale reconstruction, because
of the dense volume representation.
Several methods [2, 21, 12] overcome this drawback by
storing the volume in an octree structure. Neighboring voxels which contain the same data, i.e. the normalized histograms match or the voxels contain no data at all, are collapsed into a single octree node. Variational regularization
is also generalized to work directly on the octree structure.
While this technique decreases the memory footprint by a
large amount, it introduces lots of memory indirection during the execution of the associated algorithms, which has a
huge performance impact when using GPUs.
On the other hand, [17] save a single SDF value and a
weight per voxel in a sparse volume. In each update step,
the current value for a voxel is adjusted to the newly measured one in a running average manner. The volume itself is
compressed via a hash table implemented on the GPU. This
allows for parts of the volume, which contain no data, to not
be stored at all, which saves a lot of memory and allows for
large-scale reconstructions.

3. System overview
In this section, we give a short summary of our reconstruction pipeline. The whole system is implemented solely
on the GPU. Time consuming transfers from video system
memory are avoided by this decision, which allows us to
execute the depth image fusion, local regularization and visualization simultaneously and in real-time.

3.1. Volume data
Our scene’s surface is defined by an SDF f : R3 −→ R
which evaluates for each world position to a signed value,
denoting the distance to the surface. In our case, a positive
value indicates, the point is outside the geometry, and the
point is inside for a negative value.
Therefore, the surface S is defined by the zero-level
isosurface of f , i.e. S = x ∈ R3 : f (x) = 0 . To efficiently manage this data, we store a sampled and trun-

cated version us : Z3 −→ [−1, 1] of f with us (v) =
clamp (f (sv) , −1, 1) as sparse volume data, where v ∈ Z3
is the voxel coordinate and s > 0 is the voxel size. The
function u is called a Truncated Signed Distance Function
(TSDF). For a continuous visualization, the stored samples
of us are interpolated.
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3.2. Data representation
As large parts of the scene are filled with empty space,
i.e. the SDF evaluates to values larger than 1, it is unnecessary to store these values at all. While [12] choose an
octree structure to manage the reconstructed data, our approach is to use a hash table directly implemented on the
GPU. For this, the volume is split into equally sized small
sub-volumes, each one uniquely identified by a 3D coordinate w ∈ Z3 . The hash table maps those 3D coordinates
to an offset in a large chunk of memory, containing all subvolumes that contain data.
To account for noisy real-world data, we follow [12] and
adapt the local regularization technique from [8], but to a
now different new data structure. In particular, we do not
store a single candidate value of us per voxel, but a histogram of all measured values. To determine the final value
for u, a local regularization algorithm is executed on parts
of the volume.

3.3. Input data
Our pipeline processes input streams of RGB-D data
alongside with the camera’s pose. There are many sophisticated algorithms to determine the camera pose from RGB
or RGB-D image data in real-time [20, 11]. By choosing
one of them, the input data from any video streaming device can be used as the input to our pipeline. For example,
the Microsoft Kinect depth camera combined with a simple camera pose estimation, or the RGB image stream from
a flying drone with depth computed from some algorithm
may serve as usable input data.

3.4. Reconstruction and visualization pipeline
The system pipeline itself consists of three basic steps.
The first two of these steps relate to reconstruction, and thus
are executed once per new RGB-D image. The third is visualization, which is performed every frame, see figure 2 for
an overview.
For reconstruction, the new RGB-D image is first back
projected into the current volume in a voxel-wise manner.
Each voxel covered by the current view’s Axis Aligned
Bounding Box (AABB) is projected into the RGB-D image.
The depth value of the hit pixel is compared to the distance
of the voxel to the pixel center. If the difference lies inside a
specific range, the possibly non-existent sub-volume is created in the hash table and this value is added to the voxel’s
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Figure 3. Back-projection. The value d = a − b is added to the
histogram of the yellow voxel if d ∈ [dmin , 1] with dmin ≥ −1.

histogram, see figure 3. We need to take care when creating new hash table entries simultaneously, as two different
voxels might be in the same sub-volume. A detailed description of our hash table implementation can be found in
section 4. The second step during reconstruction performs
a local regularization algorithm on all voxels inside an expanded AABB of the new view. Details can be found in
section 5.
During visualization, we display the ongoing reconstruction by raytracing the TSDF, similar to [12]. However, we
enhance their method with several optimizations and also
include surface texture.

4. Hash table implementation
In this section, we describe our hash table implementation. It is influenced by [17], with some adjustments to
meet our requirements. As mentioned before, the hash table
is implemented completely on the GPU. In order to benefit
from the highly parallelized architecture of common graphics hardware, we must take care when accessing the hash
table from multiple threads for simultaneous writing. We
therefore give a detailed description of how the operations
can be implemented for maximum efficiency.
For our purpose, the hash table’s key type is an integer
valued 3D coordinate, while the value type is a single unsigned integer, which represents an offset into a large data
buffer. It contains a set of constant-sized sub-volumes, as a
hash entry for every single voxel would demand for a much
bigger hash size. For our experiments, we chose a subvolume size of 83 . The hash table is made up of 2n buckets,
where n defines the key type’s maximum hash value. As we
do not rely on perfect hashing, we need the ability to store
multiple entries per bucket. The first n buckets are static and
reserved for each possible hash value. The second n buckets are dynamic and can be accessed on demand if a bucket
becomes completely occupied. Each bucket consists of k
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Figure 6. Hash table deletion proceeds in three steps. Top: look up
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Figure 5. Hash table insertion. The key-value pair is placed in a
free spot, if one exists (Top). Otherwise, a new bucket is requested
and the key-value pair placed as the first entry (Bottom).

entries, one index to the next bucket and one unsigned integer value that is used for synchronization. An entry consists
of the key value it is associated with, and an offset pointing
to the sub-volume’s beginning in the data buffer, see figure 4.

4.1. Lookup
First, the hash function σ : Ω :−→ [0, n), where Ω is the
set of all key values, has to be evaluated to find out which
key to look up. In our case, Ω = Z3 , so we choose the
same hash function σ (x, y, z) = (ax + by + cz) mod n
as [17] with large prime numbers a, b and c. The result of
the hash function denotes the bucket that contains the value.
Next, all entries of the bucket are iterated and the values of
their keys are compared against the lookup key. When the
key is not found and the next field of the bucket points to
a valid dynamic bucket, the procedure is repeated until the
key is found or there are no buckets left.

the new bucket is used. An overview of this procedure is
depicted in figure 5.

4.3. Deletion
To delete a key-value pair from the hash table, again the
key is looked up. If it is found, it is replaced by the last
entry in this hash value’s bucket chain, see figure 6. If the
entry to delete is already the last entry, it is simply flagged
as empty. In case when the last entry of a dynamic bucket is
deleted, it is flagged as available for future bucket requests,
and the link to it is removed.

4.4. Synchronization
When insertions or deletions are processed on the hash
table, extreme care must be taken for synchronization, as
multiple threads may access the same bucket or even the
same entry. For this purpose, the additional lock field is
used, which is a single variable and can be flagged for exclusive thread access. Changing this variable with built-in
interlocked functions prevents race conditions. The value
indicates if a thread currently accesses a bucket. In such
case, other threads have to wait until the bucket is released.
To avoid unwanted stalls that can occur if too many threads
try to access a single bucket, the hash size n can be increased. In our case, we found that a value of n = 212
and k = 2 entries per bucket leads to almost no unnecessary waiting time, see section 7.

4.2. Insertion
For insertion, the key is looked up. If an entry is found, it
is returned. Otherwise, if the key is not yet in the hash table,
a new sub-volume is requested and its offset is stored in the
first free entry of the last bucket that was visited by the previous look up. If the bucket is already full, a new dynamic
bucket is requested and the offset field of the current bucket
is set to point to the new bucket. Finally, the first entry of

5. Local regularization
Regularization is performed with the method in [8]
adapted to our data structure and setting. The idea is to
extract a single isosurface from the histograms generated
for each voxel from the observed TSDF measurements during the back-projection step. Each histogram spans values from −1 to 1 and is divided into m equal bins. We

denote by h (x, i) the histogram count of bin i at voxel x
and di = 2i−1
m − 1 the value represented by it.
After every update of the underlying TSDF, a local regularization step is performed on the region Π that was
changed. For this, we follow [8] and minimize the convex
energy functional
(Z
)
N Z
X
min
|∇us | + λ
h (x, i) |us (x) − di | dx .
Π

i=1

Π

(1)
The left term is the total variation of us and minimizes
the area of the reconstructed surface, while the right term
penalizes the l1 distance of the solution to the measured histogram values.
As [8] propose, we use the first-order primal-dual algorithm from [1] to solve equation (1). For convenience, we
cite the key steps of the algorithm. First, the primal-dual
formulation is given by
min max

n Z
−
us divp+

us |p|∞ ≤1

Π

λ

N Z
X
i=1

o
h (x, i) |u (x) − di | dx , (2)

Π

where maximization takes place over dual vector fields p :
Π −→ R3 . The solution can be found iteratively by proximal gradient descent in u and ascent in p according to
un+1
= prox (uns + τ · divpn ) ,
s
pn+1 = proj pn + σ∇ 2un+1
− uns
s



.

(3)

Above, the required proximity operator for u and projection
for v are given by
prox (u) = median {d1 , ..., dm , z0 (u) , ..., zm (u)} with


i
m
X
X
zi (u) = u + τ λ −
h (x, i) +
h (x, i) ,
j=1

proj (v) =

v
.
max {1, |v|∞ }

j=i+1

(4)
For the implementation, we first need to extract all data
from the hash volume into the dense computation volume.
The current TSDF acts as the starting point for the iterations. After the last iteration, the final dense volume is written back into the hash volume. We thus require two doublebuffered temporary volumes, both of the size of the changed
region Π. The first pair U0 and U1 contains the approximate
solution us to (1), which consists of a single floating point
number per voxel, while the second pair P0 and P1 is made
up of three floating point numbers per voxel for the values
of the dual vector field pn .
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Figure 7. Memory access of dispatch calls. Blue rectangles denote dispatch calls, green rectangles memory blocks, yellow arrows depict read, orange arrows write access. Gray dashed arrows
show execution order.

As thread synchronization on the GPU is very limited,
both temporary volumes have to be double-buffered and
two dispatch calls per iteration are needed. Together with
preparation and finalization, a total of 2i + 2 dispatch calls
for i iterations are required. For an overview of the exact
access pattern to memory per dispatch call see figure 7.
Our experiments have shown that six iterations are sufficient to get a good reconstruction quality while still being
able to perform in a reasonable frequency. Indeed, in our
experiments, we use a fixed size of the region Π of 3843 ,
which could however be adjusted by changing the voxel
size or the maximum depth values allowed in each update
step. This leads to an additional memory requirement of
2 · 4 · 3843 · 4byte = 1728MiB on the GPU. At this
volume resolution, we obtain a regularization frequency of
about 3Hz on last generation’s high-end GPU architecture
and are therefore capable to perform interactively. A more
detailed evaluation of the performance is provided in section 7.

6. Visualization
There are several approaches to interactive reconstruction of surface color, typically based on projection into the
input images [6]. For example, in [8] the color value of
each voxel is determined by projecting it into the five input
RGB-D images that are closest to the current virtual camera
and computing the median over the observed colors. However, to do this, all the input RGB-D images (or a reasonable
subset) must be stored, which adds an additional memory
footprint to the pipeline. Also, the performance degrades
with the additional reprojections of every voxel for every
rendered frame.

Figure 8. Level-of-detail system. Blue depicts the camera’s viewing frustum. Orange, green and blue are the 3D texture’s expanses
for LOD levels 1, 2 and 3 respectively. Note that the texture’s
actual resolution is the same for all the levels.

We therefore decided for another, more simple approach:
when updating the histogram of a voxel with a pixel’s depth
value, we also update its color with the pixel’s RGB data
in a running-average manner. This means that P
for each
N
voxel we save the current average color CN = N1 i=1 ci ,
where ci depicts the color of the i-th measurement. In
update step N + 1, we then calculate the
color as
Pnew
N +1
CN +1 = N1+1 (cN +1 + N CN ) = N1+1 i=1 ci . The
value of N can be determined by the sum of all histogram
bin counts. Although this is not perfect as it tends to produce washed-out colors, it gives a more pleasant appeal to
the reconstructed scene and comes at almost no cost. For
the future, we are planning to implement a combination between this basic method and local reprojections.
For visualization, the scene can be navigated freely with
a virtual camera, even during the ongoing reconstruction.
The actual rendering is realized with a ray-marching approach. It works similar to the procedure presented in [12],
as it also divides the visible part of the scene in different
Levels Of Detail (LOD). Our approach reduces the number of drawn LOD-blocks drastically, as we only draw a
single block per LOD level. As the focus of our pipeline
lies on large-scale 3D reconstruction, the visualization must
work for very large scenes. Therefore, an LOD approach
is highly needed, where parts of the scene that are further
away should be rendered in a lower quality than those directly in front of the viewer in order to save computing
power. To achieve this, the camera’s viewing frustum is
sectioned into three parts stacked along the viewing direction, see figure 8. For each one, the encapsulating AABB is
determined.
Next, a 3D texture is filled with the TSDF values of
those voxels that lie in the viewing frustum as well as in
the AABB. The voxel size of the texture is adjusted to span
exactly one voxel of the first, 23 of the second and 43 of the
third AABB. With this technique, the details vanish with
increasing distance to the camera.
The actual rendering utilizes a ray-marching algorithm

through the volume texture. For each 2D slice, the value at
the intersection of the ray with the front as well as the back
plane of the slice is determined. If the signs differ, i.e. the
first plane lies in front of the surface while the back plane
lies behind it, the position of the actual intersection is interpolated linearly. The piecewise linear gradient of the texture
at this position is calculated. Finally, the Cook-Torrance
lighting equation [4] is evaluated with the voxel’s color to
shade the pixel.
Our pipeline is integrated into a custom powerful interactive 3D graphics engine which is developed with respect to [14]. It features modern graphics APIs like DirectX
12 and state-of-the-art rendering techniques like Physically
Based Lighting [18]. It features normal mapping, lighting and shadowing algorithms like Scalable Ambient Obsurance [13] to render appealing images at interactive frame
rates. Our ray-marching algorithm performs with a frame
time of about 13 ms.

7. Experiments
Our basic implementation is written in C++ with HLSL
compute shaders as part of Direct3D 12 for GPU programming. By using the relatively new compute shader technology, interoperation with the visualization system is possible
at no cost. Using the newest graphics API allows us to fully
utilize all capabilities of the GPU.
As the focus of this paper lies on reconstruction and
visualization, we utilize the real-world data from RGB-D
SLAM Dataset and Benchmark [22] and the synthetic data
from SceneNet [9] for our experiments. Our reconstruction
performs on RGB-D videos of different medium to large
sized scenes with predetermined camera poses. For realworld scenarios, the combination of a depth providing camera, like the Microsoft Kinect, and a SLAM algorithm, like
PTAM [15], could also be used.
The first dataset, fr3/long office household from [22], is
based on real-world data. The camera orbits around two
office tables with a lot of small things on them. As there
is no ground truth data available for the scene itself, the
quality of the reconstruction can only be assessed visually,
see figure 9.
The second dataset is the synthetic Living Room from
[9]. We created an RGB-D video sequence of a virtual camera orbiting the scene. Afterwards we applied noise to the
depth images by simulating the noise of a Kinect camera, as
described in [16]. The available ground-truth data for this
scene can be used to compare our algorithm to [17].
The size of the regularization volume is 3843 . In each
regularization step, the modified region is centered in this
volume and missing space is filled with previous regularization results. The voxel size is 2−7 m as in [17] and depth values larger than 2.3 are ignored. The hash function size is 215

Figure 9. Results of fr3/long office household dataset. First row: images from the original input RGB-D stream. Second row:
our reconstruction results from a similar perspective. Third row: reconstruction results of [17] from a similar perspective.
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with two entries per hash bucket. With a sub-volume size of
83 this leads to reserved memory footprint of 1536MiB.
The actual occupation is scene-dependent, see figure 10.
Memory efficiency lies between 50−100%, i.e. as the worst
case scenario, an unresolvable hash collision can occur after
a minimum memory occupation of 50%. This would happen in the highly improbable case when all required subvolume coordinates evaluate to the same hash value and,
therefore, all dynamic buckets are chained to a single static
bucket. When this happens, the hash table degenerates to a
linked list. However, the maximum occurred bucket chain
length in our experiments is 2, i.e. a single dynamic bucket
linked to a static bucket, see figure 10.
All processed RGB-D images have a size of 640 × 480.

As the back projection and regularization steps can be split
over multiple dispatch calls, the frame times are not coupled to their individual frequencies, see figure 11. The timings were measured on an Intel Core i7 4790K and 16GiB
of system memory together with an nVidia GeForce 980 Ti
equipped with 6GiB of memory. Ray-tracing is performed
at a resolution of 640 × 480, the geometry and lighting algorithms at 1280 × 960.
Compared to [12], our hash table approach requires 50%
less video memory, see figure 10. The rendered images are
nearly identical. Our implementation is able to integrate
and regularize two to three frames per second, see figure
11. This is two orders of magnitude faster then the octree
implementation of previous work, which is about a single
frame per 40 seconds.
As the reconstruction results are on an equal level, the
proposed hash table implementation is clearly superior and
should be preferred over the octree approach.
Compared to [17], our approach shows some advantages
especially on the reconstruction of sharp edges. While the
first algorithm produces clearly visible artifacts, e.g. the
TV cupboard in figure 12, ours reconstructs a closed surface. Although the root mean square errors between the
individual algorithms and the ground truth data of the do
not differ that much, our algorithm applies a smoothing to
the reconstructed surface, leading clearly to a visually more
appealing look.
Another application of the histogram based reconstruction is an immediate reconstruction quality feedback for the
user. A simple example is shown in figure 13. A color depends on the count of measured depths for a voxel and on
the distribution over the histogram. The green areas have

Figure 12. Results of Living room dataset. From left to right: Ground truth depth. Reconstruction of [17]. Our reconstruction. Per-pixel
comparison between both algorithms. Green pixels are better reconstructed by our method, red pixels by theirs, black pixels are nearly
identical. The numbers in the images depict the root mean square error to the ground truth depth.

Figure 13. Feedback during reconstruction as a surface heat map. Green areas are likely to be reconstructed better than red areas.

more measured values which are distributed to fewer histogram bins, while red areas have fewer values which are
distributed over more bins. The results demonstrate the importance of regularization, which clearly improves over the
raw TSDF obtained from just computing the optimum histogram value voxel-wise.

8. Conclusion
We present an online 3D reconstruction pipeline that is
able to perform range image fusion and local regularization
in real-time on large scenes. By using a hash table as a
volume managing data structure, as proposed in [17], we
are able to reduce memory requirements by a factor of 2
and processing time by two orders of magnitude compared
to octree structures [12]. A variational regularization technique [8], which is applied to updated parts of the volume,
can successfully eliminate artifacts caused e.g. by unavoid-

able noise in real-world input data, especially around sharp
edges. Experiments demonstrate that this leads to qualitatively and quantitatively better reconstructions compared to
just computing a voxel-wise optimum [17].
As the volume data structures and algorithms are fully
implemented on the GPU, we are able to reconstruct the
scene interactively while simultaneously visualizing it in
high detail. Additional visual information about reconstruction quality can also be provided in real-time. This allows
the user to adjust the position and orientation of the recording device based on immediate feedback from our pipeline.
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